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Introduction to Webometric Analyst 2.0: A Research Tool for Social Scientists
Mike Thelwall, Statistical Cybermetrics Research Group, University of Wolverhampton
Webometric Analyst is free software designed to conduct automatic web analyses of various types for social science research purposes. It can create network diagrams of collections of web sites, estimate the online impact of collections of web sites or ideas, and retrieve information on a large scale about blogs and YouTube videos. The software has a range of standard functions that are complete and self-contained in addition to a set of powerful and flexible commands that can be combined for many different purposes. This document gives an overview and illustrations of what Webometric Analyst can do and how it works. It is intended to complement the online user guide that contains detailed usage instructions.
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Overview

Webometric Analyst is a program that gathers data from the web from different sources and processes it in many ways. One of its sources is a commercial search engine: it can submit thousands of queries per day and save the results or process them. It can also directly download sets of web pages and submit automatic queries to Technorati (blog search) and YouTube. There are two main types of analysis: the first is a network diagram. This can be produced to illustrate the connectivity within a set of web sites. The other type of analysis is a summary table. For example a table might be produced to illustrate which Top Level Domains host the most web sites mentioning a set of search terms or which web sites link to a given collection of pages. In some cases, however, a researcher may just need the raw data. For instance a complete list of YouTube videos matching a search may be needed without any extra information or analysis. 


Webometric Analyst can be used in two different ways: via the wizard or via the advanced interface. The wizard contains a set of common tasks, each of which involves some data collection and some analysis. The wizard requests minimal information to complete the task and then ensures that the appropriate data is downloaded and analysed. This makes it easy to conduct each analysis but is relatively inflexible, allowing the user to choose from a limited set of options or variations. The advanced interface, reached by bypassing the wizard, is a mostly menu-driven collection of functions for downloading and analysing web data. This must be used for any task not included in the wizard and for nonstandard variations of wizard tasks. The menu options mostly include methods for processing and analysing data from Webometric Analyst. Inside the tabs in the main advanced search screen are most of the options for downloading data, including all options for downloading YouTube and Technorati data. If using the advanced interface then typically a number of menu functions would be needed, starting with downloading data. 
Sources of data

Search engines

The main source of data for most Webometric Analyst analyses is a commercial search engine. Thousands of searches can be automatically submitted to Bing every day and the results saved. This is possible because it has given permission for computer programs to automatically submit searches to them via something called an Applications Programming Interface (API). The results tend to be similar but not identical to the results of searches conducted on the live version of the search engines. One simple task that Webometric Analyst can do is to run a search and save the URLs, page titles and snippets or text returned by Bing into a file. This can save a lot of human labour for any search that returns the maximum 1,000 results. This saving of results is normally just the first step in an analysis, however. 

A useful fact to know about the working of the APIs used to collect the data is that, like the normal search engine interfaces, they return results in sets (or pages) rather than all at once. This means that a search returning 1,000 results might require 20 separate queries, each returning a set of 50 results. Webometric Analyst takes care of these 20 queries automatically but each one counts against the daily query limit. Hence if the full set of URLs for a search is not required (e.g., if just using the hit count estimates on the first page) then the daily query limit can be conserved and the process sped up by selecting the search option to only get the first page of results.
To use Bing web searches in Webometric Analyst you must follow the instructions on the Webometric Analyst web site to sign up for a Windows Azure Marketplace key. This is free for up to 5,000 searches per month.


Finally, note that neither Google nor Yahoo! allow queries to be automatically submitted by Webometric Analyst or any similar software. 

The Web

Webometric Analyst can download web pages from lists of their URLs. This is an unlimited operation: the number of web pages downloaded depends only upon how long it takes to download them; it normally takes a fraction of a second per page but broken web servers can delay the downloading of some pages. The pages themselves are not normally saved by Webometric Analyst, only the information extracted from them. This information is normally either a list of links in the web pages or the titles of the web pages, depending upon the task. 

YouTube

Webometric Analyst can search for YouTube videos, information about individual YouTube videos, comments on individual YouTube videos and information about individual YouTube members, such as those posting videos or comments. Webometric Analyst does not have analysis tools for YouTube data but some of its downloading functions combine different sources of data into a single list. It is important to know that each YouTube video has a unique identifier code that is an odd combination of letters, numbers and symbols. This code will be in all data extracted about a video and can also be seen in the URL of any YouTube page playing the video. Similarly, each YouTube member has a unique identifier but this is normally a meaningful user name that they have chosen. This user name is embedded in the data saved by Webometric Analyst. 


The YouTube data is probably most useful for the demographic information that it delivers about video posters and commenters. For example it is easy to use Webometric Analyst to obtain a gender or age breakdown of people who commented on any given video or who posted a video matching a search. The data from YouTube is saved in a text file in (tab-separated) columns that can be loaded into most spreadsheets for easy processing.
Technorati

Webometric Analyst can automatically download some information about blogs from Technorati via the appropriate tab in the advanced interface screen. This can be used to get information about blogs known to Technorati, such as their posting frequencies. Webometric Analyst does not analyse the information, it only downloads it and saves it to a file that can be loaded into a spreadsheet (or database) for analysis. Before using this feature you must gain an identifier from Technorati that gives you permission to access their data. A link to the relevant page can be found in the Technorati tab of Webometric Analyst. 

Technorati can be used for getting insights into a set of blogs or the most important blogs on a topic. 

Summary

Figure 1 gives an overview of the processes involved in any Webometric Analyst task, the key stages of which are listed below:

· Input. In most cases the user input is a plain text file containing a list of URLs or web site domain names. This can be created using Windows Notepad or in a word processor choosing the option to save the document as a plain text file. Other plain text input files might contain a list of searches to run or, for YouTube, a list of video IDs or user names. Sometimes the input is not a plain text file but a single search entered directly into Webometric Analyst. Care should be taken to ensure that there are no spurious spaces in such a file, particularly at the start and end of lines or blank lines at the end of the file.
· Data Sources. Webometric Analyst may call upon search engines, the web, Technorati or YouTube for its data. 

· Analysis. A wide range of analyses may be conducted depending on the task. Often a task requires a sequence of Webometric Analyst functions to be combined, sometimes even requiring additional data collection after the first. Some common tasks are fully automated in the wizard but others require a sequence of functions to be selected in sequence. 

· Output. There are three types of output: raw data files, summary tables and network diagrams. Raw data files are plain text files containing the raw data extracted from one or more of the sources and presented in (tab-separated) columns for ease of loading into a spreadsheet or database for processing. Summary tables are either plain text files of columns of data or web pages containing tables summarising the result of processing the raw data. Network diagrams are pictures drawn from processing the raw data. These diagrams can be saved as files (e.g., Pajek format) and can also be edited in appearance and content before printing and saving. 
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Figure 1. Overview of the stages of a Webometric Analyst task.
To summarise Figure 1, the user starts by feeding Webometric Analyst with a list of URLs, which is then subjected to some initial processing. Following this, Webometric Analyst will gather some extra data from the web and/or from APIs, which will then be analysed and the results presented in the form of a web site, network diagram or summary text file.

Deciding how to use Webometric Analyst
There are several alternative ways to decide how to use Webometric Analyst for any particular task. 

· Download and experiment with Webometric Analyst to see what the wizards do and what type of things are possible with the advanced interface menu options. 

· Use the online manual to identify what is possible with Webometric Analyst and follow the instructions. Note, however, that the manual covers the main functions and not all of the advanced interface capabilities. 

· Read this document to get an overview of the kind of task that Webometric Analyst can do, then find out how to do it in one of the above two ways. 

The table below illustrates the major decisions to be made about how to use the program.
Table 1. Major choices to be made when using Webometric Analyst.

	Requirement
	Access

	YouTube videos or comments
	Select the Classic Interface, YouTube tab

	Technorati blog information
	Select the Classic Interface, Technorati tab

	Network diagram of links between a set of web sites
	Follow Wizard instructions at start for a Network Diagram

	Network diagram of colinks between a set of web sites
	Follow Wizard instructions at start for a Network Diagram, selecting advanced options at step 1, and colinks as the link type.

	Web environment of a set of web sites
	Follow Wizard instructions at start for a Web Environment Diagram

	Comparison of links to a set of web sites
	Follow Wizard instructions at start for a Link Impact Report

	Comparison of the number of web pages mentioning a set of phrases or titles
	Follow Wizard instructions at start for a Web Impact Report

	Any variation of the above.
Anything else based upon sets of queries to Bing.
	Select the Classic Interface and use a combination of menu items – see online documentation and experiment with the options


The remainder of this document is a set of case studies to illustrate how Webometric Analyst can be used for various research purposes. They do not cover all possibilities but illustrate the types of tasks that can be carried out. 

Case 1: A web impact report for Greenpeace press releases
One simple application of Webometric Analyst is to compare the spread of documents or ideas around the web. This is supported in the wizards by the web impact report. This uses search engine searches and some analysis to report on web pages matching a given set of searches. This section shows how this can be used to assess the spread of influence of Greenpeace reports. Such reports are presumably issued as part of a wider strategy to influence governments but it is difficult to precisely assess the impact of individual reports. One way to estimate offline impact
 is to use the online proxy of web mentions – the number of web pages mentioning a report. Presumably influential reports would be mentioned more in web pages than those that get ignored. 


The tricky part of estimating how often each Greenpeace press release is mentioned online is designing a search for each report that always matches pages mentioning it and never matches pages not mentioning it. A search for each document’s title may not be enough if it is short or otherwise likely not to be unique. A reasonable starting point for a search would be a phrase search for the title combined with the word Greenpeace, since presumably virtually every page mentioning the report would also mention its originator. This should still be checked, however, by testing the results of a few searches in the appropriate search engine to look for incorrect matches. If there are too many incorrect matches then an alternative query should be designed. In some cases this may not be possible. Below is a list of searches for Greenpeace press releases as they would look in the plain text file that would be used for input in a web impact report via the wizard. 

"Obama, Brown, Merkel, and Sarkozy Must Act Now for Climate: Greenpeace"

"Greenpeace calls for arrest of illegal Japanese fishing ship"

"Greenpeace response to President Obama's Award of the Nobel Peace Prize"

"As UN climate talks in Bangkok progress at snail’s pace, Greenpeace takes action against fossil fuel developments in Canada and the Arctic"

"Greenpeace launches Supreme Court appeal for Tokyo Two"

"Cattle industry giants unite in banning Amazon destruction"

"Greenpeace activists removed from blocking coal shipment in the Arctic: as UN climate talks in Bangkok are deadlocked"

"Greenpeace calls on Obama to attend UN Copenhagen Climate Summit"

"World Leaders block shipment of Arctic coal at the top of the world"

"New Evidence of Threats to Pacific Tuna Stocks"

The output of a web impact report is a collection of web pages summarising the results in a set of tables and lists. The list below shows the hit count estimates – the number of pages estimated to match each query by the search engine concerned (Bing/Live Search in this case). This suggests, for example, that “Greenpeace calls for arrest of illegal Japanese fishing ship” has made the most online impact whereas "As UN climate talks in Bangkok progress at snails pace, Greenpeace takes action against fossil fuel developments in Canada and the Arctic" seems to be relatively insignificant.
Table 2. Hit count estimates and URLs returned for Greenpeace press releases in early October, 2009.

	Est. Hits
	Search
	URLs Returned

	24
	"Obama, Brown, Merkel, and Sarkozy Must Act Now for Climate: Greenpeace"
	22

	50
	"Greenpeace calls for arrest of illegal Japanese fishing ship"
	48

	16
	"Greenpeace response to President Obama’s Award of the Nobel Peace Prize"
	16

	2
	"As UN climate talks in Bangkok progress at snails pace, Greenpeace takes action against fossil fuel developments in Canada and the Arctic"
	2

	26
	"Greenpeace launches Supreme Court appeal for Tokyo Two"
	26

	34
	"Cattle industry giants unite in banning Amazon destruction"
	34

	24
	"Greenpeace activists removed from blocking coal shipment in the Arctic: as UN climate talks in Bangkok are deadlocked"
	24

	13
	"Greenpeace calls on Obama to attend UN Copenhagen Climate Summit"
	13

	29
	"World Leaders block shipment of Arctic coal at the top of the world"
	29

	17
	"New Evidence of Threats to Pacific Tuna Stocks"
	17


Additional information is also provided about the spread of impact. In the overview table the number of pages, domains, web sites and Top-Level Domains (TLDs) matching each query is reported. Since most TLDs correspond to countries, a high number of TLDs suggests very international coverage. From the table below it seems that the majority of reports were covered by at least ten web sites. Note however that this summary report is based only upon the URLs returned by the search engine for the query and this has a maximum of 1,000. Hence the figures in the table are only lower bounds for searches with a hit count estimate of over 1,000. This issue can be circumvented in the professional version of Webometric Analyst using query splitting. 
Table 3. URLs, domains etc. returned for Greenpeace press releases in early October, 2009.

	Base query
	URLs
	Domains
	Sites
	STLDs
	TLDs

	"Obama, Brown, Merkel, and Sarkozy Must Act Now for Climate: Greenpeace"
	22
	15
	14
	7
	6

	"Greenpeace calls for arrest of illegal Japanese fishing ship"
	48
	33
	26
	10
	8

	"Greenpeace response to President Obama's Award of the Nobel Peace Prize"
	16
	12
	11
	5
	5

	"As UN climate talks in Bangkok progress at snails pace, Greenpeace takes action against fossil fuel developments in Canada and the Arctic"
	2
	2
	2
	2
	2

	"Greenpeace launches Supreme Court appeal for Tokyo Two"
	26
	18
	18
	7
	6

	"Cattle industry giants unite in banning Amazon destruction"
	34
	23
	19
	7
	6

	"Greenpeace activists removed from blocking coal shipment in the Arctic: as UN climate talks in Bangkok are deadlocked"
	24
	13
	12
	5
	4

	"Greenpeace calls on Obama to attend UN Copenhagen Climate Summit"
	13
	7
	7
	4
	3

	"World Leaders block shipment of Arctic coal at the top of the world"
	29
	20
	16
	7
	6

	"New Evidence of Threats to Pacific Tuna Stocks"
	17
	9
	9
	6
	5


Complete lists of pages, domains, web sites and TLDs matching each query are also returned with the results. These can be browsed to see where the reports were mentioned. For example, the extract below from the sites list shows that several greenpeace.org sites have repeated it, but the majority of mentions do not seem to be from Greenpeace.
Table 4. Sites mentioning "Greenpeace calls for arrest of illegal Japanese fishing ship" in early October, 2009.

	Site
	URLs
	%

	greenpeace.org
	8
	16.7%

	topsy.com
	2
	4.2%

	greenpeace.org.nz
	2
	4.2%

	pollution.net
	2
	4.2%

	pressreleasepoint.com
	2
	4.2%

	changeit07.org
	2
	4.2%

	blogcatalog.com
	2
	4.2%

	infonews.co.nz
	2
	4.2%

	fishnewseu.com
	2
	4.2%

	einnews.com
	2
	4.2%

	eclassa.com
	2
	4.2%

	justpublicity.com
	2
	4.2%

	greenpeace.or.jp
	2
	4.2%

	zerowaste.jp
	2
	4.2%

	tweetmeme.com
	2
	4.2%

	dusuntasin.org
	2
	4.2%

	splitweet.com
	1
	2.1%

	earthtimes.org
	1
	2.1%

	myfavouriteplaces.org
	1
	2.1%

	neftegaskadry.ru
	1
	2.1%

	IP address
	1
	2.1%

	loadedweb.com
	1
	2.1%

	media-newswire.com
	1
	2.1%

	fto.co.za
	1
	2.1%

	mustacheinc.com
	1
	2.1%

	facebook.com
	1
	2.1%


In order to have a better understanding of why each individual report was mentioned, it is a good idea to conduct a content analysis of a random sample of web pages, choosing relevant categories for the content analysis categories that reflect common types of page. The main results web page contains links to random samples of URLs for this purpose. In these random samples there is a maximum of one URL per web domain name to avoid one domain with many pages dominating the results.

A tip for web impact reports with hit count estimates all under 1,000 is to estimate impact with domain counts rather than hit count estimates. This is because the hit count estimates and page counts can be somewhat unreliable, particularly when the same information is available in a web site in multiple formats (e.g., PDF and HTML) or repeated on multiple pages for advertising or other reasons. 
Case 2: A network diagram for movie blogs
Sometimes researchers are interested in the connections between web sites or web pages, perhaps because these are key to a topic investigated as it is important to identify key actors or groupings. This can be achieved with a network diagram, as in the Webometric Analyst wizard. This diagram can be generated to reflect the hyperlinks between the web sites or pages studied. 


This case study concerns a set of movie bloggers – the top 20 in the relevant Technorati blog category. The diagram below was created by feeding a list of blog domain names into the network diagram wizard.
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Figure 2. Links within a set of movie blogs.

From Figure 2 it is clear that most of the bloggers do not connect to each other but in this weak network www.popeater.com is apparently the most central blogger. Although this diagram may not give much information, it would be useful to calculate and present at the start of a research project to give an overview for subsequent more in-depth analyses. Alternatively, if there are multiple networks to be compared then network comparisons could form the heart of an analysis, perhaps using social network analysis statistics to help make comparisons. 

Case 3: An indirect network diagram for movie blogs
Standard network diagrams can only be useful for sets of web sites that interlink to some extent and this is rarely true for competing web sites, such as e-commerce web sites selling similar products. It can still be possible to create a network diagram showing the commonalities between these sites by counting a type of indirect connection known as a co-inlink (sometimes just called a colink). More specifically, a co-inlink between the two web sites is a web page in a third web site that links to both of them. Similar web sites seem to attract more co-inlinks than dissimilar web sites and so it is possible to draw a network diagram using lines to connect pairs of web sites that have co-inlinks. This is possible in Webometric Analyst by selecting the advanced option in the wizard and the network diagram with the co-inlinks option. 


This case study concerns the same movie blogs as above. Although these do interlink to some extent, despite being competitors, a co-inlink network diagram can potentially reveal additional patterns. The network diagram in Figure 3 was produced from co-inlinks to movie blogs and reveals more structure than the direct link map, although three of the sites are heavily co-inlinked, suggesting that they may have something important in common. Note that the lines on the diagrams are not arrows because co-inlinks do not have a direction. 
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Figure 3. A co-inlink diagram of some top film blogs. Note also that the width of each line is proportional to the number of co-inlinking pages. Node sizes are proportional to the estimated number of pages in the site.
Case 4: A web environment network for cake disasters

Sometimes a researcher may study a single web site and wish to know more about how the site fits within the wider web. It is possible to get a list of web sites that link to that web site using a link impact report (see below) but it is also possible to create a web environment diagram, which is a network diagram of web sites that are highly co-inlinked with the key web site. When this option is selected in the Webometric Analyst wizard, it constructs a web environment diagram in several steps. First, it uses queries to generate a list of web pages that link to the key web site. Next it downloads all the pages and extracts all of their links. Finally, it uses the complete list of links to identify the 50 web sites most frequently linked to and constructs a co-inlink diagram from them.
[image: image4.png]User Input [ TisLof web site o rds

LexiURL Searcher

External data sources

The Web

Output [ Web site ] [Wetwork digram] [_Sommary text e ]





Figure 4. Overview of the stages of a Webometric Analyst task.


The case study for this method is the Cake Disasters blog. This carries pictures of professionally produced cakes that are ugly or otherwise disastrous. As a quite unique type of web site, it is not clear which other sites would be in its web environment network. Figure 5 shows the results, revealing that Web 2.0 sites, news sites and other sites with similar attitudes (e.g., Awkward Family Photos, Epic Fail Pictures) are present. Note that the only input for the web environment network is the web site domain name of Cake Disasters: all the other sites have been found automatically by Webometric Analyst. 
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Figure 5. The web environment of the cake wrecks blog.
Figure 6 is another example of a web environment network; it is for the Man Booker Prize web site. This contains a mix of news, book and book prize sites.
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Figure 6. The web environment of the Man Booker Prize.

Case 5: A link impact report for vegan web sites

Counting the number of hyperlinks pointing at a web site is a way of estimating its popularity or impact. This is based on the assumption that although few visitors to a web site would create a hyperlink to it, in general web sites attracting more links probably have more visitors or are regarded as more useful or important by their visitors. The link impact report in the Webometric Analyst wizard calculates links to each one of a collection of web sites, allowing a comparison of their online impacts. 

A researcher wishes to know which are the most influential vegan web sites from a collection of ten that she is investigating. Putting their domain names into a plain text file and feeding it into the Webometric Analyst link impact report wizard option gave the results in Table 5. The contents of the link impact report are identical to the contents of the web impact report. The only difference is the data source: pages matching a text query in the latter and pages linking to a web page or web site in the former. From Table 5 the main vegan-related web sites can be identified: these are likely to be the sites with the largest numbers in the domains column. These sites are probably the most important as less important sites are unlikely to attract links from many other web sites.
Table 5. A breakdown of links to vegan web sites (note that if the URLs column is above 950 then there are likely to be many more URLs not returned by the search engine due to its limit of 1000, which is only approximately followed). 

	Base query
	URLs
	Domains
	Sites
	STLDs
	TLDs

	linkdomain:www.for-vegans.co.uk -site:www.for-vegans.co.uk
	39
	33
	27
	6
	5

	linkdomain:vegweb.com -site:vegweb.com
	997
	848
	823
	55
	38

	linkdomain:www.veganvillage.co.uk -site:www.veganvillage.co.uk
	989
	801
	771
	55
	41

	linkdomain:www.meatjunkie.com -site:www.meatjunkie.com
	302
	268
	259
	22
	21

	linkdomain:www.goveg.com -site:www.goveg.com
	979
	823
	776
	38
	33

	linkdomain:www.vegan.com -site:www.vegan.com
	969
	788
	750
	35
	32

	linkdomain:veggiedietitian.blogspot.com -site:veggiedietitian.blogspot.com
	88
	62
	55
	7
	7

	linkdomain:supervegan.com -site:supervegan.com
	981
	740
	693
	36
	32

	linkdomain:www.lvw.makessense.co.uk -site:www.lvw.makessense.co.uk
	98
	67
	53
	8
	7

	linkdomain:www.vegcooking.com -site:www.vegcooking.com
	987
	777
	733
	32
	21

	linkdomain:www.easyvegetarian.net -site:www.easyvegetarian.net
	13
	10
	10
	4
	3

	linkdomain:veganuchicago.org -site:veganuchicago.org
	16
	12
	11
	3
	3

	linkdomain:www.ivu.org -site:www.ivu.org
	988
	831
	794
	54
	47

	linkdomain:www.chooseveg.com -site:www.chooseveg.com
	983
	779
	746
	50
	42

	linkdomain:veganbath.com -site:veganbath.com
	14
	12
	11
	3
	3

	linkdomain:www.vegetariannutrition.net -site:www.vegetariannutrition.net
	344
	291
	285
	34
	30

	linkdomain:www.cookingforvegans.co.uk -site:www.cookingforvegans.co.uk
	60
	49
	48
	11
	10

	linkdomain:www.yourveganmom.com -site:www.yourveganmom.com
	225
	152
	133
	11
	11

	linkdomain:www.groovyvegetarian.com -site:www.groovyvegetarian.com
	856
	643
	614
	43
	37

	linkdomain:www.vrg.org -site:www.vrg.org
	996
	845
	807
	46
	33


The discussion above of analyses that could be applied to a web impact report all applies equally to link impact reports. For instance, if the hit count estimates are all below 1,000 then it is better to compare domain counts than URL counts or hit count estimates. 

Case 6: Who comments on comedy videos?

The existence of data about people who post YouTube videos or who comment on them makes it possible to analyse relevant demographic information after downloading it with Webometric Analyst. This data is best analysed comparatively since this would cancel out to some extent the bias in YouTube membership – which is presumably young and male, on average. This case study compares the demographics of commenters on three popular comedy videos. One is the Arguments Sketch from an old, successful British comedy show, Monty Python’s Flying Circus. Another is “Carol in Spain” from a newer, successful British comedy show, Little Britain. The final video is a British amateur comedy video, “Amateur Transplants: Anaesthetists Hymn Live”. The most recent 1,000 comments on each video can be downloaded along with user information by feeding the video IDs or URLs (e.g., into the appropriate button in the YouTube tab of the advanced Webometric Analyst interface. The result is a plain text file of columns of data about the comment posters. This data was imported into Excel and analysed, giving the results in Table 6.

Table 6. Demographics of commenters on three British YouTube comedy videos. 

	
	Monty Python
	Little Britain
	Amateur Transplants

	Median age
	23
	22
	27

	Percentage female
	15%
	31%
	32%

	Percentage GB
	16%
	20%
	42%

	Percentage US
	30%
	10%
	16%


From Table 6 it can be seen that there is are gender, age and nationality difference between commenters on the three videos. Whilst YouTube users are probably predominantly young and male, it is clear that some videos appeal to an even younger and more predominantly male audience than others. The audience for the decades-old Monty Python sketch is surprisingly young at 23, especially compared to the age of the commenters on the contemporary Amateur Transplants video. This suggests that Monty Python has a timeless appeal, especially for young males. The nationality differences suggest that Monty Python is also more international than the other two comedy acts. LexiURL also produces a list of comments that could be subject to a qualitative analysis. YouTube comments range from serious to fairly trivial, as the examples below show:
· Clever trivialization of a very important job.  Note this that this video is produced in great britain not the U.S.  In Great Britain MDs giving anesthesia are referred to as "Anaesthetists" pronounced "aneesthetist" in american english.  CRNAs need not take special offense of this video which was produced apparently by MDs since to my knowledge they do not have nurse anesthetists in England unless there has been a recent change.
· Funny? Yes. Inaccurate? Very! There was enough fear raised from the "Day One" TV show concerning anesthesia. We are still answering questions as to whether we will be in the room with the patients. Joke or not, this should not be run. Too many people are truly afraid as it is! CRNA from NC
· its sad that people can b so stupid as to think  this song is an excuse to take the piss out of people in a certain proffesion. its a joke people, its supposed to be funny, havent you got a sense of humour for christ sake?!
· I laughed, and I think I'll watch it again right now.

Case 7: Popular romantic bloggers

Technorati is a good source of information about blog popularity. For any topic it can be used to identify a set of popular relevant bloggers. For this case study the objective was to identify the popular bloggers that frequently discussed romance. A search for “romance” was used in the online Technorati search engine to identify a set of romance-related blogs. Copying the URLs of the top 10 matches of this search to a file gave an input for the Technorati section of Webometric Analyst, which reports information about blogs. Selected information about the top 10 blogs is reported in Table 7. This is a very small example but one practical use of this capability is to identify the most authoritative blogs relevant to any topic by generating a list and selecting blogs with the most inlinks.

Table 7. Popular bloggers for the topic of romance.
	Blog Name
	URL

In-

links
	URL

In-

blogs
	Blog last update

	Static-Romance.Org
	15
	5
	2009-09-24 22:35:23 

	Jacket Copy
	980
	481
	2009-10-08 12:24:54 

	Life as Mom
	820
	145
	2009-10-14 22:53:00 

	Becky's Book Reviews
	663
	160
	2009-10-10 15:09:00 

	Romancing the Blog |

Romance Authors and Readers Who Blog
	117
	57
	2009-09-11 11:00:28 

	The Marocharim Experiment
	92
	52
	2009-10-13 11:29:54 

	YourTango |

The Latest Smart Talk About Love
	406
	186
	2009-10-14 22:00:00 

	The Book Smugglers
	247
	90
	2009-10-14 10:06:51 

	The Good, The Bad and The Unread
	125
	51
	2009-10-14 06:00:48 

	The Life Shed
	49
	8
	2009-10-12 08:59:55 



Table 8. URLs for the blogs in Table 7.
	BlogURL
	Blog Name

	http://static-romance.org/wordpress
	Static-Romance.Org

	http://latimesblogs.latimes.com/jacketcopy
	Jacket Copy

	http://www.lifeasmom.com
	Life as Mom

	http://blbooks.blogspot.com
	Becky's Book Reviews

	http://www.romancingtheblog.com/blog
	Romancing the Blog 

	http://www.marocharim.com
	The Marocharim Experiment

	http://www.yourtango.com
	YourTango | The Latest Smart Talk About Love

	http://thebooksmugglers.com
	The Book Smugglers

	http://goodbadandunread.com
	The Good, The Bad and The Unread

	http://lifeshed.com
	The Life Shed


� One commonly used proxy in similar cases is to estimate press coverage of each report by counting press mentions, for example in the LexisNexis databases.





